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Abstract

Optimizing the performanceof shared-memoryNUMA programs
remainssomethingof a black art, requiring that applicationwrit-
ers possessdeep understandingof their programs' behaviors.
This dif�culty representsone of the remaininghindrancesto the
widespreadadoptionand deployment of thesecost-ef�cient and
scalableshared-memoryNUMA architectures. To addressthis
problem,we have developeda performancemonitoringinfrastruc-
ture anda correspondingsetof tools to aid in visualizingandun-
derstandingthesubtletiesof thememoryaccessbehavior of parallel
NUMA applicationswith largedatasets.Thetoolsaredesignedto
begeneral,interoperable,andeasilyportable.We give detailedex-
amplesof the useof oneparticulartool in the set. We have used
this memoryaccessvisualizationtool pro�tably on a rangeof ap-
plications,improving performanceby around90%,onaverage.

CR Categories: D.1.3 [ProgrammingTechniques]:Concurrent
Programming—Parallel Programming;D.2.5 [SoftwareEngineer-
ing]: TestingandDebugging—Diagnostics;

Keywords: PerformanceVisualization,Interactive Locality Opti-
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1 Motivation

Sharedmemory machineswith NUMA (Non-Uniform Memory
Access)characteristicsare becomingincreasinglyattractive for
high performancecomputing. Thesearchitecturescombine the
costef�ciency andscalabilityof traditionalMPPs(MassiveParallel
Processorsystems)with the programmabilityof SMPs(Symmet-
ric Multiprocessors).Commoditybuilding blocks—usuallysmall-
scaleSMPs—areconnectedvia a scalableinterconnectfabric ca-
pableof transportingmemoryrequests.Theseinterconnectsintro-
ducetheexplicit NUMA propertyof thesesharedmemorysystems,
wheredifferencesin localandremotememoryaccesslatenciescan
beup to two ordersof magnitude.

Sharedmemoryapplicationswith transparentdatadistributions
acrossall nodesoftenincurhighoverheadsdueto excessiveremote
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memoryaccesses.Minimizing the numberof remoteaccessesis
crucial for goodperformance,andthis, in turn, usuallyrequiresa
suitable,application-speci�cdatadistribution. In general,choosing
agooddatadistribution remainsachallenge.

Existing approachesrely on compile-timeoptimizationsto de-
ducea suitabledatadistribution. A well known example is the
Split-C compiler [Krishnamurthy and Yelick 1996], which is ca-
pableof �rst analyzingcyclic dependenciesamonginterferingac-
cessesand then eliminating communicationsthroughdatareuse.
Anotherexampleis the optimizedFortrancompiler [Navarro and
Zapata1999]developedat theUniversityof Malaga. Thiscompiler
�nds ef�cient iteration/datadistributionsbasedon a newly de�ned
locality-communicationgraph,andusestheseto reducethenumber
of accessesto remotememorylocations.

Compiler-basedschemesarelimited to usingstaticprogramin-
formation. They arecomplex in their implementation,sincethey
mustbe integratedinto the compilersthemselves. By automating
the datadistribution, they disallow userinteraction,andgenerally
fail to exploit theuser's knowledgeabouttheapplicationstructure.
In addition,they cannotincorporatedynamicrun-timeinformation.
Theselimitationsrestricttheaccuracy of thecompile-timeanalysis,
resultingin suboptimaldata-placementdecisions.

In thispaper, wepresentanalternativeapproachbasedonacom-
prehensivevisualizationtool. Our tool candepicttherun-timedata
locality of sharedmemoryapplicationsin NUMA environments,
mappingthis behavior to theindividual datastructuresor dataele-
ments.This providestheuserwith a concretevisualdescriptionof
dataaccesspatternsexhibited by the application,alongwith their
impacton datalocality. Combinedwith theprogrammer's knowl-
edgeaboutthe applicationitself, this informationhelpsdirect the
programmerto chooseanappropriatedatadistribution, which can
thenbe implementedusingeithersourcecodeannotationsor OS
distributionprimitives.Optimizationsonseveralsamplecodeshave
shown anaveragebene�t of 90%improvementin executiontime.

Our tool acquiresperformancedatafrom a suitableglobalmon-
itoring facility within theNUMA system.It thenpresentsthis data
in theformof several2Dand3Dgraphicalviews. All viewsprovide
a spatialresolution,i.e., they show memoryaccesseswith respect
to the correspondingaddresses.This enablesthe tool to directly
extract the locality of the addressedmemorycell and to map the
informationontotheappropriatedatastructuresin thesourcecode.
The tool canthenpresentviews that transformthis source-related
informationinto appropriatevisualizations,projectingperformance
dataon top of graphicalrepresentationsof datastructures,suchas
arraysor arrayelements.The tool alsoprovidesthe ability to vi-
sualizechangingbehavior acrossseveralprogramphases,allowing
easieridenti�cation of changingaccesspatterns.

In theremainderof this paper, we �rst discussthelocality prob-
lemson NUMA systems.We thenintroducethetool environment,
andgiveamoredetaileddescriptionof thevisualizationtool, show-
ing anexampleof how to useit to �nd agooddataplacement.
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Figure1: Samplecon�gurationof aNUMA machine.

2 Locality in NUMA Systems

Thehigh scalabilityandeaseof programmingaffordedby NUMA
architecturesmakes them increasinglypopular for high perfor-
manceparallelcomputing.Nonetheless,problemssuchasthelack
of acceptedshared-memoryprogrammingstandardsandthepoten-
tial dif�culty in identifyingandaddressingperformancebottlenecks
for this classof architectureshasslowedits adoption.We focuson
oneinstanceof thelatterproblem—identifyingbene�cial datadis-
tributionsfor goodmemoryperformance.Our approachusestools
of ourcreationto determinedatalocality for largedatasets.Wethen
usethis locality to distributethedataacrossthenodesthatmakeup
theglobalmemorysystem.

Figure1 depictsa typical NUMA system.Theindividual build-
ing blocksarenodescontainingtheir own memorysystemsassoci-
atedwith oneor moreCPUs(thelatterconstitutinganSMP).These
building blockscommunicatevia aninterconnectionfabricthatre-
laysmemorytransactionsbetweennodes.Any distributed-memory
machinemustprovide coherencemechanismsto coordinatemem-
ory accessesacrossnodes. Thesecan rangefrom hardware-only
schemes,as in CC-NUMA machines[Archibald 1988], to hy-
brid solutionsbasedon relaxed consistency models[Schulzet al.
2002a]. On top of thesehardwarecapabilities,the OS or an ap-
propriaterun-timelayercreatesa globalprocessabstraction.This
abstractionprovides all its threadswith identical virtual memory
spaces.

NUMA systemsexist asbothtightly coupled,single-vendorma-
chines,suchas the O3000[corporation2002], or as commodity
clusterswith a specialsysteminterconnect,suchas the Scalable
CoherentInterface(SCI) [IEEE ComputerSociety1993;Hellwag-
nerandReinefeld1999]. Severalacademicresearchprojectshave
focusedon shared-memoryNUMA architectures: for example,
the TorontoNUMA machine[Grbic et al. 1998] andthe Stanford
FLASH [Heinrich et al. 1994]. All thesemachinescombinethe
scalability of traditional message-basedMPPswith the program-
ming abstractionof shared-memorymultiprocessors.This opens
thesesystemsto a much wider classof applicationsthan MPPs
withoutsuffering thetypicalSMPscalabilityproblems.

Unlike traditionalshared-memorymachineswith uniformmem-
ory access(UMA), NUMA machinesintroducea distinction be-
tweenlocal andremotememoriesin orderto gain scalability. The
differencebetweenslow and fast accesslatenciescan be up to

two ordersof magnitude,andhencecodesexhibiting many remote
memoryaccessesincurhugememoryoverheadcosts.

Reducingtheseoverheadsto optimizeapplicationperformance
requiresthatdatabedistributedwithin themachinesuchthatmost
accessesaresatis�edby localmemories.Thedatadistributionmay
be effectedby annotationsaddedto the sourcecode,by location
hints in the OS or run-timesystemresponsiblefor global dataal-
location,by compileroptimizationsandappropriatecoderestruc-
turing, or by automaticdataand threadmigration schemes.The
locality optimizationapproachwe describebelow is independent
of thedistributionmechanismused.

Unfortunately, optimizing datalocality canbe a complex task.
It requiresextensiveknowledgeof anapplication'sdynamicaccess
behavior. Neither static approachesnor application-independent,
run-time mechanismscan generatean optimal solution. Even
generatinggoodsolutionsusuallyrequiresexploiting programmer
knowledgeof theapplication's behavior. We thereforebuilt an in-
teractive, graphicaltool that allows the user to visualizethe dy-
namic,on-lineaccessbehavior of applications.The tool givesthe
userthenecessaryinformationto chooseanappropriatedatadistri-
bution to improveapplicationperformance.

3 Tool Design and Implementation

Thissection�rst describesourdesigngoals,thentheperformance-
monitoring supportprovided in hardware on our target platform,
along with the middleware layer that exploits thesecapabilities.
Our componentsadhereto the Online Monitoring InterfaceSpec-
i�cation (OMIS) [Bubak et al. 1999], making them retargetable
to othersystemsoffering therequiredmonitoringcapabilities,and
makingtheminteroperablewith other tools working concurrently
on thesameapplication.

3.1 Design Requirements

We built our toolsetaccordingto a well de�ned setof designre-
quirements:

Adjustable Level of Detail. A tool mustprovideuserswith both
anoverview of thecompleteapplicationaccessbehavior, aswell as
views of the detailedbehavior within speci�c executionregions,
suchasa singleloop nest,or datasegments,suchasan individual
memorypage. This “telescoping”allows the userto begin with a
high-level behavioral view, andthento successively re�ne thefocus
to studyobservedhotspotsandbottlenecks.

Ability to Corr elateBehavior with Data Structur es.A visual-
izationtool mustmapthegatheredbehavioral databackto instruc-
tionsanddatastructureswithin thesourcecode.Sincememoryad-
dressesarenotstaticallyvisiblewithin anapplicationprogram,it is
preciselythiscorrelationthatallowstheuserto achievethetoolset's
endgoal of allowing explicitly stated,appropriatedataplacement
speci�cationwithin thesourcecode.

Multiple-Phase Analysis. Behavior often changesin different
phasesof an application,and the visualizationof cumulative be-
havior alonemayhidethesedifferences.A tool thereforeneedsto
show accesspatternsin differentprogramphases,which may ei-
therbeexplicitly speci�ed or maybe identi�ed by barriers,locks,
or othersynchronizationmechanisms.This allows the userto de-
tect thespeci�c locality requirementsof eachexecutionphaseand
henceenablesmorecomprehensiveoptimizationstrategies.

Online Data Processing. To avoid theneedfor storingperfor-
mancedata in trace�les (usually necessaryin post-mortemsys-
tems),a visualizationtool must be able to processacquireddata
online.This meansthatthemonitoringdatacanbedeliveredto the
visualizerateach“time point” duringtheexecutionof thetargetap-
plication.In additionto avoid largetrace�les, anotheradvantageof
theonlineapproachis that it allows theuserto monitorthecurrent



statusof memoryoperationswithouthaving to wait for executionto
complete.In this sense,thevisualizationtool mustbe interactive,
allowing the userto issuerequestsfor processingandvisualizing
themonitoringdataasit is produced.This interactivity enablesthe
userto choosethemostappropriateof thevariousgraphicalviews
for eachphaseof execution.

Ar chitecture Independence. To be most useful, a visualiza-
tion tool shouldbe generalandindependentof any speci�c target
architecture. The tool must work on top of any parallel NUMA
systemequippedwith adequatemonitoringfacilities. In addition,
it shouldalsowork in cooperationwith simulationplatforms,since
thisallowstheuserto studyperformancein greaterdetail,to replay
executions,andto studybehavior for futureNUMA systems.

Tool Inter operability. A performancevisualizationtool alone
is only one part of a set of tools requiredby usersto ef�ciently
exploit NUMA architectures.In additiontoolslikedebuggers,load
balancers,andcheckpointersneedto coexist andwork togetherin
acohesiveperformance-optimizationenvironment.

3.2 Tool Infrastructure

Severalof theserequirements,speci�cally theneedfor OnlinePro-
cessing, Architectural Independence, and Interoperability, cannot
be satis�ed within a monolithic tool, but ratherrequirea compre-
hensivemonitoringinfrastructure.Within theSMiLE [Schulzetal.
2002b]andtheOMIS [Bubaket al. 1999]projects,we have devel-
opedandimplementedsuchan infrastructurealongwith a toolset
for parallelanddistributedprogramming.An overview of this in-
frastructureis shown in Figure2. It is composedof threemodules:
hardwaremonitorsandother layersin an executionenvironment,
tool middleware for dataaggregation and interoperabilityissues,
andperformancetoolscapableof steeringtheexecutionof parallel
programs.Thissectionbrie�y outlinesthesecomponents.
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Figure2: A tool environmentfor memoryperformancetuning.

NUMA Monitor . A prerequisitefor any performancetuning
with respectto the memorysystemis accessto informationabout
memorytransactionswithin that system. Generally, suchperfor-
mancedatais acquiredby instrumentingtheprogramcodeatsource
or object level. In a sharedmemorysystem,however, hardware
monitorsareneeded,sincesharedmemorytraf�c is implicit, oc-
curringat run-timethroughtransparentlyissuedloadandstoreop-
erations.In addition,sharedmemorycommunicationis very �ne-
grained(normallyatwordlevel). Thisrenderscodeinstrumentation
infeasible,asit would benecessaryto recordeachglobalmemory
operation.This would slow down executionsigni�cantly anddis-
tort the�nal monitoringto apointwhereit is unusablefor accurate
performanceanalysis. The only viable alternative is to deploy a

minimally intrusive hardwaremonitoringfacility for observingthe
actuallink traf�c of theNUMA interconnectionnetwork.

We have designedsuch a hardware monitor [Hockauf et al.
2000]. It is capableof snoopinga synchronouslocal bus on the
network interface,over which all memorytransactionsfrom andto
theprocessornodesaretransferred.Theinformationcarriedby the
transactionsis extractedandstored�rst in a setof counterarrays
andthendivertedinto a ring buffer within themainmemory. From
therethemonitorinformationis availablefor furtherprocessingby
highersoftwarelayers.

In addition,thehardwaremonitorcanberesetandrestarteddur-
ing programexecution. This enablesacquisitionof per-phasein-
formationthatcanbeusedto analyzeapplications'dynamicaccess
patterns.

Themonitoringinformation,however, is purelybasedon physi-
cal addresses.This propertyrendersit uselessfor directevaluation
at applicationlevel aswell as for the parameterizationof its pro-
grammablelogic at run-time. Hence,otherlayersof theexecution
environmentareneededin orderto transformthephysicaladdresses
andto collectinformationaboutsynchronizationoperations,which
generallyhaveacritical performanceimpactonsharedmemoryap-
plications.

Middlewar e. The performancedatagatheredon one proces-
sornodecomprisesonly memoryoperationsoriginatingfrom that
node.Tools,however, needto provide theuserwith a globalview
of themonitoredsystem,andhencerequirecombineddatafrom all
nodes. A monitoring interfaceis neededto make the distributed
datagloballyaccessibleto tools.

In addition,several sharedmemorytools operateon top of the
samesystem.It is desirablefor themto run concurrentlyattached
to thesameapplication,which raisesissueswith regardto interop-
erability. In thiscontext, interoperabilitymeansthatseveralon-line
toolscanobserveandpossiblymodify thesametargetsystem.

We usetheOMIS/OCM monitoringsystemasthe interfacebe-
tweentools and the low-level executionand monitoring environ-
ment. OMIS (On-lineMonitoring InterfaceSpeci�cation) [Bubak
et al. 1999] is a speci�cation of an interface betweena pro-
grammableon-line monitoring systemfor distributed computing
andthetoolsthatresideontopof it. It offerstwo interfaces:onefor
theinteractionwith differenttools,andtheotherfor theinteraction
with the programand run-time systemlayers. OCM [Wismüller
1999]isanOMISCompliantMonitoringsystemadheringtoOMIS.
It hasbeenimplementedfor a seriesof looselycoupledenviron-
ments, including clustersand NoWs, and has initially beende-
signedfor messagepassingtools. It is structuredinto a coreand
several extensions. As the former is designedto be independent
of any programmingmodel or paradigm,it can be immediately
reusedfor sharedmemorymonitoring. To monitor remotemem-
ory accessesandsynchronization,however, additionalextensions
wereaddedto recognizespecialconstructsusedin sharedmemory
programming,includingregionsof memory, synchronizationstruc-
tures,andcoherenceinformation.

Inter operableToolset. On top of the tool middleware,a com-
prehensive toolset for sharedmemoryapplicationscan be devel-
opedanddeployedto retrieve,process,anddisplaytheinformation
acquiredin the system. Thesetools potentially interoperatewith
eachotherto exchangeinformation,to coordinateinteractionwith
the application,andto prevent mutualdisturbances.For instance,
adynamicloadbalancerrequirespermissionfrom anadaptive run-
time systemthat automaticallymigratesdatafor locality, whenit
decidesto moveaparallelprocessto anothernode.

This toolsetcurrentlyincludesseveraltoolsfor messagepassing
basedon PVM [Wismüller et al. 1997], as well as two tools for
sharedmemoryparadigms:ARS to transparentlymigratepagesto
achieveabetterloadandlocality distribution [Taoetal. 2002],and
DLV to visualize locality behavior [Tao et al. 2001]. The latter



is a simplepredecessorof thetool presentedin this work. While it
lackstheability to mapinformationto datastructuresandto display
informationseparatedin phases,it showedtheinitial promiseof this
approach.

4 Visualizing Access Behavior

To satisfy the requirementsset forth above, we developeda new
locality visualizationtool thatprovidescomprehensive information
aboutapplicationaccesspatterns.Thisprojectbuildsonexperience
from theDLV project. In this section,we describeits architecture
andpresentviewsof thebehavioral datait gathers.

4.1 Software Architecture

Thevisualizationtool usesa client-server infrastructureto coordi-
nateinteroperationamongthe target system,users,andvisualiza-
tion facilities. As shown in Figure3, this infrastructurecontainsa
graphicaluserinterface(GUI), aserver, andthevisualizeritself.
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Figure3: Thevisualizationinfrastructure.

The GUI is usedfor executioncontrol, view selection,andon-
line steering. It consistsof two different parts: the �rst part al-
lows the userto specifycommandsandparametersfor executing
or simulatinganapplication,while thesecondpartallows theuser
to selecta graphicalview of interest.Control informationfor exe-
cution is deliveredto the targetsystemsandvisualizationrequests
aretransferedto theserver. All componentsareconnectedthrough
TCP/IP links, allowing their physical distribution acrossthe sys-
tem. This meansthat the machinerunning the applicationunder
observation canoperateseparatelyfrom the machinerunning the
actualvisualizationtools,which hasseveraladvantages.Thevisu-
alizationtools canbe compute-intensive (or heavily useany other
machineresource)without interferingwith theperformanceof the
targetapplicationbeingstudied,andwhereappropriate,specialren-
dering(or other)equipmentmaybeexploitedwherever it happens
to available.

As the coreof this infrastructure,the server receivesthe user's
view selections.It thenmakesrequeststo themonitoringmiddle-
warefor performancedata,andinitiatesthe visualizerin prepara-
tion for generatingthespeci�edgraphicalview. Theserverhandles
userrequestsconcurrentlywith processingthedeliveredmonitoring
data.

Built on top of the server, the visualizershows the userthe re-
quired information in easily understoodrepresentations.As the

sourcedatais usuallynot in the correctform for a speci�c view,
the visualizercomponentalso performsappropriatedata�ltering
andaggregation.

As noted above, performancedata for visualization is gath-
eredby monitoringfacilitieswithin theNUMA architectures.Our
hardware-monitorprojectis still in its initial phases,andsoto date
wehave focusedononly two typesof monitors,but bothhavebeen
realizedin working hardware.In orderto furtherstudythelocality
optimizationapproachesdescribedherein,alongwith otherkinds
of dataoptimizationtechniquesfor NUMA architectures,we have
implementeda �e xible simulationplatformcalledSIMT [Taoetal.
2003].While theinitial motivationwastomodelthehardwaremon-
itor, theresultingsimulationsystemis acomprehensive toolkit that
servesasa performancepredictor, systemmodelingtool for exper-
imentingwith new designs,andapplicationoptimizer. SIMT can
modela large rangeof NUMA systemswith varying numbersof
processorsanddifferentmemoryhierarchies,accesslatencies,and
datadistributions.

SIMT accuratelymodelsthehardwaremonitordescribedin Sec-
tion3.2andprovidesthesameinformationasthishardwaremonitor
would do. ThedatapassesthroughtheOMIS/OCM infrastructure
andis compressedandpreprocessedin the sameway it would be
in a realsystem.Thesimulationthereforemodelsthesameinfras-
tructure,and henceenablesthe full testingand validation of the
visualizationtool, on theonehand,andtheuseof thetool with its
full functionalityto optimizeapplications,on theother.

4.2 Sample Views

Thevisualizationtool offersa setof views to show thevariousas-
pectsof memoryaccessesperformedon a parallel system. This
includesa few initial views [Tao et al. 2001] basedon virtual ad-
dressesand several higher level representationsconcerningdata
structuresanddynamicaccessingpatterns.

The sampleviews we useto illustrate our tool's functionality
comefrom theSPLASH-2benchmarksuite[Wooetal. 1995].The
Fourier transformationprogram(FFT) hasa working setof 2[12]
datapoints,and the moleculardynamicsWATER codecomputes
anN-bodyproblemfor 343molecules.

We modela clusterof x86 PCswith distributedsharedmemory.
Eachnodeis modeledaccordingto thetiming propertiesof a Intel
Pentium-IIprocessorrunningat500Mhz. Eachof theseprocessors
containsadirectmappedL1 cacheof 32KBytesanda two-wayset
associative L2 cacheof 512KBytes. In bothcaches,thecacheline
sizeis 32Bytes.Accessessatis�edby theL1 cacheareassumedto
consumeonecycle,accessesto datain theL2 cachetencycles,and
accessesto memoryeither100or 2000for localor remoteaccesses
respectively. The systemusesa MESI protocol [Archibald 1988]
to maintainconsistency betweencacheson separatenodes.For the
experimentsin thefollowing sections,we useeithera four or eight
nodeclustercon�guration.

Overview. First, the visualizationtool providesa 2D diagram
giving anoverview of thememoryaccesseson thecompletework-
ing set.Figure4 illustratesasamplediagramgeneratedby simulat-
ing FFTonour four-nodesystem.

This summarydiagrampresentstheaccessesto all virtual pages
by all processors.Eachline in thediagramrepresentsa page,with
its numbergiven on the left andthe locationimplied by the color
of the pagenumber. Correspondingto eachpage,the numberof
accessesperformedby eachnodeis highlightedusing the nodes'
speci�edcolors. For the �rst few pages,for example,accessesare
performedby multiple nodes,andnode0 (red,the�rst one)hasis-
suedthemostaccesses.Notethatsomepagesareonly accessedby
asinglenodethatis (unfortunately)notthelocalone.Thisindicates
thatthesepagesshouldbeallocatedto thelocal nodeto reducethe
numberof remotememoryaccesses.



Figure4: Overview of all memoryaccesses(FFT).

Figure5: Accessesto datastructures(WATER).

Data Structur e Corr elation. The summarydiagramis not
always suf�cient for generatingan optimized data distribution.
Rather, it showstheuseranoverview andhighlightspotentialplaces
for locality improvements. For concreteoptimizations,the data
structureview is moresuitable,sinceit directly shows the mem-
ory accessesperformedonall workingarraysin aprogram.

Thedatastructureview usestwo formsto adaptto differentdi-
mensionof arrays.For arraysof a singledimensionor higherthan
two dimensions,it usessmall squaresto show the dominatingac-
cessesperformedon eachelementof an array. The elementsare
placedone after anotherwithin a diagramaccordingto their or-
der within the arrays. More diagramsmay be requiredfor large
arrayscontainingmoreelementsthana singlediagramcanhold.
For two dimensionalarrays,a matrix is used.Again,smallsquares
representarrayelements,andthey areplacedinto the diagramto
representthe actualorderwithin the two dimensionalarray. This
providestheuserwith a naturalandintuitive mappingto theactual
arrayorganizationin thesourcecode.

Figure5 illustratesa sampleview of the accessesto individual
moleculesin WATER, which evaluatesforcesandpotentialsin a
systemof watermolecules.Eachblock in this diagramrepresents
anindividual molecule.Thecolor of theblocksindicatesthenode
thatperformsthemostaccessesto thecorrespondingdatastructure

Figure6: Accessesover time/phases(WATER).

(i.e., thenodethatdominatestheaccesses).This diagramhelpsdi-
rectusersto allocatedataontotheir dominatingnodes.

Thecorrelationsbetweenmemoryaccesspatternsanddatastruc-
turesaredonewith supportof thetargetsystems.For this purpose
we usea mappingtablebetweenthevirtual addressesandthecor-
respondingdatastructures.This tableis initialized eitherby anno-
tationsintroducedinto the sourcecodeor by usingsymboltables
within the executablesthemselves. In eithercase,this translation
is partof theservicesofferedby themonitoringmiddleware,andis
hiddenfrom theuser.

Phases. In addition to the set of 2D views, the visualization
tool provides3D views to exhibit per-phaseaccessbehavior with
temporalinformation. Phasesare identi�ed by barriers,locks, or
othersynchronizationmechanisms.

A sampleview for WATER is shown in Figure 6. As can be
seen,the 3D views show the memoryaccessesperformedwithin
eachprogramphase. For eachphase,a 2D graphshows the ac-
cesseson all virtual pagesof a program.Eachpageis represented
by a coloredbar showing all accessesfrom all nodes.The higher
thebar, themoreaccessesperformedby thecorrespondingnodes.
Thisenableseasydetectionof thedominatingnodefor eachvirtual
page.In addition,the3D view canberotated,enablingachangeof
focusto anindividualphaseor observationof thechangesin access
behavior betweenphases.

Figure6givesanexamplewith differentaccesspatternsin differ-
entphases.While mostpagesaredominantlyaccessedby the red
nodein the �rst phase,othernodesaremoreactive in the second
phase.This indicatesthatfor someapplicationsaspecialallocation
shouldbeperformedfor eachphase.An initial dataplacementac-
cordingto thestatic2D views potentiallycannotgeneratethebest
performance.An accumulatedview acrossall phaseswould have
failed to show this behavior andwould have led to incorrectcon-
clusions.In additionto thesemulti-phaseviews,thetool allows the
restrictionof any of the above 2D views to particularphases,en-
ablingtheuserto examinehotspotsandbottleneckson a per-phase
basis.

5 Optimization of a Sample Code

The goal of our visualizationtool is to help the userin analyzing
therun-timedatalayoutof applicationsandthenin optimizingthe
sourcecodewith respectto datalocality. In thissection,wedemon-
stratevia an easy-to-follow samplecodehow onemight go about



Figure7: Usingthe2D datastructureview to �nd thecorrectloca-
tion for theworkingdata.

thesetasks. We usethe LU programfrom the SPLASH-2bench-
marksuite.LU performsanLU-decompositionfor densematrices.
The primary datastructureis the matrix beingdecomposed.This
matrix is dividedinto blocksaccordingto auser-speci�edsize,and
eachprocessoris assigneda subsetof thoseblocks. This program
hasbeenexecutedon aneight-processorPC clusterconnectedvia
the ScalableCoherentInterface(SCI) [HellwagnerandReinefeld
1999], a state-of-the-artNUMA interconnectiontechnologywith
low latency andhigh bandwidth. The codeis basedon an SPMD
programmingmodel,andtheshareddatais distributedroundrobin
on thesystem.

The initial application performanceis rather poor and only
achievesa slight parallelspeedupover thesequentialversion. For
example,a speedupof 1.62hasbeengainedfor 8 processorsusing
a 64 � 64 matrix. To �nd the causefor theseperformanceprob-
lems,we simulatedtheparallelexecutionof theLU codeusingthe
samecon�gurationasthecluster. We usedour tool to visualizethe
memoryaccessbehavior andanalyzetherun-timedatalayout,and
then we usedthis information to optimize the sourcecode. The
following stepsexplain thisprocessin moredetail.

5.1 Static Optimization

As the�rst step,weexaminetheoverview diagramtoseehow much
of thedatais dominantlyaccessedby the local nodes.It turnsout
that many accessesoccur to remotememories,and in mostcases
a clearlydominatingnodeexists. This initial observationsuggests
thatwe canpro�tably usethe2D datastructureview to detectthe
predominantaccessesto individualelementswithin thematrix.

Figure7 showsthatmostmatrixelementsareaccessedin blocks,
with subsequentlines predominantlyaccessedby the samenode.
For example,the �rst few lines are predominantlyusedby node
one,while thenext linesareaccessedmostby nodethree,andthe
followingseverallinesareusedbynodezero.Thispatternis neither
strictnoruniversallyapplicable;afew arraycellsexperiencediffer-
entaccessbehavior. However, for coarse-grainedoptimization,it is
notnecessaryto addressall specialcases.

According to the observed block characteristics,we reallocate
theLU matrix with all lineson their dominatingnodes.We again
run the(now optimized)codeon thesamecluster, this timeachiev-
ing aspeedupof 3.2.

Figure8: Usingthe3D view to analyzetheallocationrequirement
in differentprogramphases.

5.2 Using Per-phase Information

Evenwith our staticoptimization,theparallelspeedupis still low
comparedto thenumberof processors.Thismotivatesusto further
examinetheper-phaseinformationusingthe3D view showing all
memoryaccessesto eachvirtual page.

Figure8 shows this phase-wise3D view for the LU code. The
memoryaccessbehavior of LU differs greatly from oneprogram
phaseto thenext. For instance,all pagesareonly accessedby node
zeroin the�rst phase,which canbededucedfrom thefactthatthe
hostnode(in thiscasenodezero)performsdatainitializationbefore
computationstarts.In thefollowing phases,however, a signi�cant
distinctioncanbeseen,with somepagesonly requiredby onenode,
andothersrequiredby morenodes.

The3D view demonstratesthattheLU codecanbefurtheropti-
mizedby by takingphasesinto account.For this,we again usethe
2D datastructureviews. As anexample,Figure9 shows accesses
to thematrix in the�rst andsecondphases.As with the3D view, all
matrixelementsareonly neededby nodezeroin the�rst phase,and
shouldthereforebe allocatedon that node. For the secondphase,
thenodespredominantlyaccessingeachmatrix line changesignif-
icantly requiringa memoryreallocationor datamigration. Other
phasescanbeanalyzedsimilarly, andfor eachphaseaspeci�c data
distribution canbe chosen.We run the �ne-tuned LU codeagain,
this time realizingaspeedupof 5.4.

5.3 Summary

This optimizationof the LU codedemonstratesthe feasibility of
our approach.We have optimizedmostSPLASHapplicationsand
several own kernelsin the samemanner. Our experimentsshow
that for many applicationswith regular accesspatternssigni�cant
improvementcanbeachievedusingonly staticoptimizations.For
applicationswith dynamicallychangingaccessbehavior, however,
per-phaseoptimizations(determinedby studyingthe3D views, in
our exampleabove) maybenecessary. We arestill conductingini-
tial investigationswith our framework andtoolset,but in everycase
so far, we have succeededin choosingmemorylayouts(basedon
experiencewith thevisualizationtool) thatintroducebetterdatalo-
cality andthereforedeliverhigherperformance.



Figure9: Accessesto the LU matrix in the �rst (top) andsecond
phase(bottom).

6 Related Work

Visualizationtools are being widely usedin supportingthe pro-
grammersto understandtheexecutionandmemorybehavior of the
applications. Representative examplesare ParaGraph,IPS-2 and
Paradyn,Pablo,andMView.

ParaGraph[HeathandEtheridge1991]is anexampleof theearly
classof trace-baseddynamicvisualizationtools thatemphasizeon
theoptimizationof messagepassingcodesanddisplayof commu-
nicationnetwork topologies.ParaGraphsupportstwo levelsof sys-
tem representationin detectingand tracking performancebottle-
necks. On the �rst level, pro�le data for the completeprogram
executionis presented.On this level it is possibleto evaluatethe
systemperformanceandto identify theprocessorstatesandnodes
thatcauseperformancelosses.On thenext level, process,proces-
sor states,andinteractionaredisplayedin detail over a time axis.
This allows to identify the sequenceof actionswithin a program
thatcausestheef�ciency lossesdetectedbefore. However, asone
of theearlyperformancevisualizationtools,ParaGraph's designis
basedontheassumptionthattheapplicationexecutionmodelmaps
directly to the programmingmodel. In addition, ParaGraphcan
only beusedfor arestrictednumberof nodesdueto theuseof trace
�les.

IPS-2 [Miller et al. 1990], a performanceinstrumentationand
visualizationtool developedat the University of Wisconsin, re-
lies on a hierarchicalapproach.The hierarchy is representedasa
tree,wheretheroot representstheprogram,andbranchesrepresent

machinesandprocesses.This allows to look at dataof the com-
pletesystem,individualnodes,processes,andprocedures.Paradyn
[Miller et al. 1995],a directdescendantof IPS-2,is a performance
measurementtool for large-scaleparallelanddistributedprograms.
It buildsonIPS-2exploratorymodelof bottleneckidenti�cation by
supportinga dynamicnotion of performanceinstrumentationand
measurement.It providesa simpleinterfaceto visualizethesearch
of bottlenecksusingperformancedatacollectedduring the instru-
mentedexecutionof a program.Both of them,theIPS-2andPara-
dyn,however, provideonly asinglegraphicalinterfacewith simple
views, allowing thereforeno detailedanalysisof performancebot-
tlenecks.In addition,thedetectionsof causesfor performanceloss
canbeinaccuratesincethey arebasedon prede�nednotionwhich
lacksdynamicinformationandanalysis.

The Pablo researchgroup at the University of Illinois hasde-
velopedseveralperformanceanalysistools,includingPablo[Reed
et al. 1993]andSvPablo [DeRoseandPantano1999]. Pablo is an
extensibleperformanceinstrumentationandanalysistoolkit. The
design focus of Pablo is on performanceanalysisvia a corse-
grainedgraphicaldata�o w programmingmodel. Although orig-
inally developedto supportparallelsystemswith distributedmem-
ories,portionsof thePablo infrastructurewerelateraugmentedto
supportanalysisof applicationswritten in a variety of languages
andexecutingon bothsequentialandparallelsystems.This effort,
derived from a joint projectbetweentheUniversityof Illinois and
theRiceCenterfor Researchon ParallelComputation,resultedin
SvPablo. SvPablois a languageindependentperformanceanalysis
andvisualizationsystem.It relieson a singleinterfacefor perfor-
manceinstrumentationandvisualization.This interfacesupportsa
hierarchy of performancedisplays,rangingfrom color-codedrou-
tine pro�les to detaileddataon thebehavior of a sourcecodeline
on a singleprocessor. Performancedatais relatedto application
sourcecodeusing compile-timeprogramtransformations.How-
ever, theuseof softwareinstrumentationin bothsystemsresultsin
a slowdown of the program's executionandthe necessityto store
largetrace�les. Besidesthis, they lack theability to show thekey
performanceissueslikecommunicationbottlenecksandsystemhot
spots.

MView [Boschet al. 2000]is a visualizationtool includedin an
evolving systemfor theanalysisandvisualizationof parallelappli-
cationperformanceonsharedmemorymultiprocessors.It is usedto
presentseveraldetailedviews of theapplication's memorysystem
behavior. MView is composedof threeviews providing detailed
informationaboutthememorysystembehavior of theapplication.
In thecodeview, MView displaysmemorystall timesin relationto
thesourcecode.Simplebarchartsareusedto indicatethetotalper-
centageof memorystallsthatcanbeattributedto eachsource�le.
Thememoryview showsmemorystall timesby physicalandvirtual
addresses.Histogramsaredrawn for eachphysicalcodeandfor vir-
tual memoryaddresses.Processutilization for eachArgusprocess
over time is shown in theprocessview. A strip chartis drawn for
eachprocess,indicatingthefractionof timetheprocessspentdoing
usefulwork, waitingfor requeststo thelocalandremotememories,
anddescheduled.

In summary, all existingsystemsdescribedaboveuseinstrumen-
tationfor datacollection,exceptthelastonewhichis basedonsim-
ulation. ParaGraphinstrumentsthe messagepassingsubsystems
of distributedmemorymultiprocessorsandPabloandParadynper-
form instrumentationon theapplicationsthemselves. While these
systemstry to minimizetheperturbationcausedby datacollection,
thebehavior of theapplicationsunderstudyis still affectedby the
instrumentation.In orderto avoid thisproblem,thework presented
hererelieson hardwaremonitorswhich allow non-intrusive access
to bothmachinesandprogramstates.

For thevisualizationgoal,thesesystemsfocuson theutilization
of systemresourcessuchasCPUandprocesses.This kind of pre-



sentationaimsatdirectingusersto improvethetaskschedulingwith
aresultof betterloadbalancing.Unlikethem,thevisualizationtool
describedin this paperfocuseson thememorysystemwith a goal
of improving the run-timedatalocality. At this point of view, the
MView memorysystemvisualizationhasdonesimilarwork. How-
ever, MView providesonly informationaboutmemorystall times
andcannot beusedto specifya correctplacementof data.In con-
trast,our visualizationtool presentsarbitraryaspectsof an appli-
cation's memoryaccessbehavior and is able to direct the userto
detectandcorrectcommunicationhotspotsandbottlenecks.

As for datalocality optimizations,thecoregoalof thisvisualiza-
tion tool, onecloserwork is theDprof pro�ling tool [Cortesi1998]
developedby SGI. Dprof samplesa programduring its execution
and recordsthe program's memoryaccessinformation as a his-
togram�le. Thishistogramcanbemanuallyplottedusinggnuplot,
allowing to detecttheregionsof virtual memorywhich a threadof
theprogramaccessesandto furtherdirecttheexplicit placementof
speci�c virtual memoryrangeon particularnodes.The Dprof re-
port, however, is basedon statisticalsamplinganddoestherefore
not recordall references.In addition,numbersof memoryaccesses
areshown at pagegranularity, allowing no detailedunderstanding
of accesseswithin a single page. This restrictsthe accuracy of
memorybehavior analysisandprohibitsa properspeci�cation of
an optimal data layout. More importantly, Dprof doesnot inte-
grateany graphicalrepresentationsfor presentingthememoryper-
formancedata. Programmersthereforehave to useotherexternal
tools to createunderstandablediagrams.In contrast,this approach
provides the userwith a comprehensive visualizationtoolkit, en-
ablinganobservationof thememoryaccesspatternandadetection
of accesshot spots.

7 Conclusions and Continuing Work

Optimizing the performanceof shared-memoryNUMA programs
is extremelydif�cult: theinteractionsamongtheparallelnodesand
amongthelayersof thesystemaremany, complex, andoftensubtle.
Performancetuningis thusstill somethingof ablackart. Mitigating
thisproblemwill helpremovetheremainingbarriersto adoptionof
a classof architecturesthat areotherwisevery attractive: shared-
memoryNUMA machinesareeasyto program(if not optimize),
costef�cient, andmuchmorescalablethantheirSMPcousins.

Wehavedevelopedaperformancemonitoringinfrastructureand
correspondingsetof tools to aid in visualizingandunderstanding
thesubtletiesof thememoryaccessbehavior of parallelNUMA ap-
plicationswith largedatasets.Thetoolsaredesignedto begeneral,
interactive, interoperable,andportable.

Our other articles explain details of the underlying hardware
monitoring support[Hockauf et al. 2000] and the software com-
ponentsof theexperimentalsystem[Wismüller 1999;Schulzet al.
2002b;Schulzet al. 2002a]usedto generatethedatashown here.
In thispaper, wehavepresenteddetailedexamplesof theuseof our
tool to displaymany differentviewsof thedynamicmemoryaccess
behavior of a running application. Theserangefrom views that
provide anoverview of thetotal applicationbehavior to views that
mapperformancedatato individual datastructuresandelements.
All viewsprovideanadjustablelevel of detailandcanberestricted
to individualprogramphases.

We have usedthis memoryaccessvisualizationtool pro�tably
on a rangeof applications.It succeedsin conveying the informa-
tion requiredfor theuserto optimizetheapplicationdatalayout. In
fact,evenwith just the relatively straightforward locality visualiz-
ing capabilitiesdescribedhere,weachieve impressiveperformance
improvements,averagingspeedupsof 90% acrossall applications
usedin thisstudy.

Thisencouragingresultmotivatesusto continuethisresearchdi-
rection.Extensionsof thistool will includethesupportfor dynamic

datastructures,like listsandtrees,andtheuseof special3D graph-
ics hardware. The latter will allow the userto bettercomprehend
large datasetsand to more preciselysteerthe evaluation. We'll
alsoextendthe scopeof the toolsetfrom memoryperformancein
NUMA systemsto memorysystemsin general,including cache
performanceandmemoryaccessscheduling.The resultwill be a
comprehensiveandversatilememoryperformancetoolset.
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Figure5: Accessesto data structur es(WATER). Figure 8: Using the 3D view to analyzethe allocation require-
ment in differ ent program phases.

Figure6: Accessesover time/phases(WATER). Figure9 top: Accessesto the LU matrix in the �rst phase.

Figure 7: Using the 2D data structur e view to �nd the correct
location for the working data.

Figure 9 bottom: Accessesto the LU matrix in the second
phase.


