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Abstract

This paper describes a message logging optimization
that improves performance for failure recovery proto-
cols where messages exchanged between mobile hosts are
logged at base stations. The algorithm described and eval-
uated in this paper does not generate orphan processes in
spite of base station failures and achieves run-time perfor-
mance similar to that of asynchronous logging.

1 Intr oduction

Messageslogging at basestationsor WAP gatewaysto
provide failure recovery for processeson mobilehostshas
beenstudiedin severalresearchprojects[1, 13, 7, 4, 3]. As
messagesareloggedat basestations,mobile hostsarenot
requiredto have stablestorage.If receiver basedmessage
loggingis implemented,messagelogscanbesentto recov-
eringprocessesby basestationsduringrecovery, insteadof
by othermobile hosts. Thereis no needfor a recovering
processto sendmessagesto other mobile hostsand wait
for replies.Usingthis approach,processeson mobilehosts
canquickly and independentlyrecover, regardlessof fail-
uresof othermobile hosts[4]. This is in contrastto con-
sistentcheckpointprotocolswheremultiple processeson
differentmobile hostshave to roll backto recover from a
singlefailure.

Two alternative messagelogging approachesare typi-
cally possible:synchronousandasynchronouslogging. In
asynchronouslogging, the basestationsforward messages
to mobilehostsimmediatelyuponreceiving themandstore
the messagesin the basestations'volatile memory. Mes-
sagesare written to disk periodically. The bene�t of this
approachis usually low runtime overhead. But if a base
stationfails, someprocesseson mobile hostscanbecome
orphans. To prevent creatingorphanprocesses,messages
canbe replicatedin the volatile memoryof multiple base
stationsbeforethey aresentto mobile hosts[2]. Replica-
tion increasesnetwork traf�c as well as volatile memory

usage,as eachmessageis sent to and storedat multiple
basestations. Whenusingsynchronouslogging, the base
stationswait for messagesto be written on their disksbe-
fore sendingthemto mobilehosts.This avoidscreatingor-
phanprocesses.The disadvantageof this approachis the
runtime overheaddue to synchronouslywriting messages
to disk. Ourmeasurementsshow thatthetypicalbandwidth
achievedby synchronouslywriting 1024bytesizedblocks
to a standard7200rpmSCSIdisk is lessthan1Mbps. This
is smallerthan11Mbps,thebandwidthof popularwireless
LANs.

Theapproachdescribedin this paperintegratesmessage
loggingwith a sequencenumberbasedreliablestreampro-
tocol suchasTCP. Thebasestationto which thereceiving
mobile host is currentlyconnectedperformsmessagelog-
ging and monitors the sequencenumbersof datapackets
andacknowledgments.Until a packet sentto a processis
stablyloggedondisk,subsequentpacketsandacknowledg-
mentssentfrom thereceiving processwill not bevisible to
othermobilehosts.Theoverheadof disk writesis partially
hiddenaspacketsarewritten to disk asthey aresentto the
mobile hosts. The logging bandwidthis alsoimprovedas
multiplepacketsareloggedby a singlediskwrite.

2 RelatedWork

An overview of checkpointingandmessageloggingpro-
tocolsin messagepassingdistributedsystemscanbefound
in a survey paperby Elnozahy, Alvisi, Wang and John-
son[6]. Threemessageloggingtechniqueshavebeenstud-
ied in theliterature:causal,optimisticandpessimisticmes-
sagelogging. Causalloggingprotocolspreventorphansby
ensuringthateverymessagethatcausallyprecedesthestate
of a processis eitherstoredon disk or locally availableto
that process. Optimistic logging protocolsstoremessage
in volatile memoryand periodically write them to stable
storage. When failuresoccur, messagesin volatile mem-
ory will be lost. Someprocessesthat arecausallydepen-
dent [11] on the failed processescanbecomeorphanpro-
cesses.Pessimisticloggingprotocolsmaintaintheproperty



that if a messageis not loggedon stablestorage,no pro-
cessstatecandependon it. An optimizedversionallows a
processto dependon a messagethat hasyet to be logged,
providedthattheprocessdoesnot communicatewith other
processes.Several techniqueshave beenproposedto re-
duceloggingoverhead.Sender-basedmessagelogging [8]
requiresthat thesenderskeepa copy of themessagesthey
sent in their volatile memory. The receiversare required
to sendback the sequencein which the messagesarede-
livered.Whena processfails, suf�cient informationabout
thecontentandsequenceof messagesit receivedbeforethe
failureisavailableatotherprocesses.Theuseof specialized
hardwaresuchasnon-volatile memoryandcustomsystem
bushave alsobeenstudiedaswaysto reduceloggingover-
head[9, 5, 14].

Bothconsistentcheckpointingandmessageloggingpro-
tocolshave beendevelopedto provide failure recovery in
wirelessnetwork. AcharyaandBadrinath[1] introduceda
two-phasemethodfor takingglobalconsistentcheckpoints.
Pradhan,et al. analytically examinedthe performanceof
checkpointingandmessageloggingprotocolsandhandoff
strategies[13]. A hybrid checkpoint-recoveryprotocolfor
mobilesystemswasproposedby HigakeandTakizawa [7].
Alvisi, et al. developeda schemefor wrappingthe server
side of TCP connectionsto transparentlyrecover a TCP
connection[10]. Yao,SsuandFuchsdesignedandevalu-
ateda Mobile IP basedmessageloggingprotocol[4]. Both
synchronousandasynchronousloggingarediscussed.Fail-
urerecovery for applicationsonhand-helddevicescanalso
beachievedby loggingapplicationlevel messagesat WAP
gatewaysbetweentheclientsandtheservers[3].

3 Optimized Mobile Logging

Application processeson mobile hostsexchangemes-
sageswith eachotherusingasequencenumberbasedFIFO
reliable transportlevel protocol. TCP is the speci�c pro-
tocol usedin this paper. The network link layer protocol
is assumedto be FIFO. A processmaintainsa singleTCP
connectionwith otherprocessesat any time. Whensimul-
taneouscommunicationwith multiple processis needed,a
messagequeuecanbeused.Processeson mobilehostscan
have crashfailures. In the caseof a basestationfailure,
thecontentof thebasestation's volatile memoryis lost but
contenton its harddiskscansurvive failures.

Theloggingtechniquedescribedhereis integratedwith a
messageloggingprotocoldesignedfor Mobile IP [4]. Mes-
sagesin this protocolareequivalentto TCPpackets.When
usedin other logging protocols,messagescanbe applica-
tion level messages,such as WAP gateways in the case
of logging messagesfor hand-helddevices[3]. Messages
areexchangedbetweenprocessesondifferentmobilehosts.
Thereceiving processis designatedasDESTandthebase

stationto which the receiving mobile host is connectedis
designatedasDBS. Thesendingprocess,SRC,maybelo-
catedonanothermobilehostthatis connectedto adifferent
basestation,SBS.

For eachTCP connection,the DBS maintainsa disk
�le for storingmessagelogs. An incomingmessagequeue
is maintainedfor temporarilystoringmessagessentto the
DEST. An outgoingmessagequeueis maintainedfor stor-
ingmessagessentbackto theSRC.Sourceanddestination's
IP addressesandsocketnumbersareusedto identify queues
sothatmessagessentto andfrom theDESTcanbebuffered
in the correctqueue.A counteris maintainedto track the
sequencenumberof the last messagethat hasbeenstably
storedon disk. The following pseudocodeillustratesthe
datastructure.
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A hashtable is maintainedat every basestation. The
keys areIP addresspairsandsocket numberpairsandthe
valuesarepointersto theTCPLOGdatastructures.When
a TCP connectionis establishedbetweenthe SRSandthe
DEST, a new entry is addedto the hashtableat the DBS.
The entry is removed from the hashtable when the TCP
connectionis closed.However, theTCPLOGdatastructure
is maintainedin the basestationuntil it is determinedno
longerusefulfor recovery by thegarbagecollectionproto-
col.

When a messagearrives at the DBS, it is buffered in
the �����	���
� queue. A threadsequentiallyreadsthe con-
tent of all �����	���
� queuesandsendsout messagesin the
queuesto their destinations. At the sametime, the con-
tent of eachqueueis written to disk with a single syn-
chronouswrite. After eachwrite completes,thethreadup-
datesthe ��6��
�,����6�7���� entryin theTCPLOGstructurewith
the sequencenumberof the last messagewritten to disk.
When the DEST sendsback an acknowledgment,the ac-
knowledgment's sequencenumberis comparedto that of
the ��6��
�,����6�7���� of theappropriateTCPLOGentry. If the
sequencenumberin the acknowledgmentis smaller than��6����,����6A7���� , the acknowledgmentacknowledgesa mes-
sagethat is alreadystableon disk. It is thensentbackto
theSRCwithout furtherdelay. Otherwise,theacknowledg-
mentis for a messagethathasnot beenwritten to disk and
is put into the �����
�,� queue.At theendof eachdisk write,
thecorresponding�	�����,� queueis alsocheckedso thatac-
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Figure 1. Simulator architecture with logging.

knowledgmentsfor messagesthatarealreadystableondisk
canbesentout to theSRC.

Acknowledgmentscan be lost while being transmitted
from mobilehoststo basestations.In suchcases,theSRC
resendsthe samemessagesaccordingto TCP retransmis-
sion. Uponreceiving theresentmessage,theDBS putsthe
new messageinto the �����	���
� buffer. During recovery, the
samemessageis sentto therecoveringprocesstwice. If the
SRCfails beforeresendingthe message,the messagecan
beloggedwithout theSRCknowing thatit is actuallysent.
TheSRCwill resendthemessageduringrecovery. In both
cases,duplicationswill bedetectedandhandledby theTCP
protocols.

Whena mobile hostmovesandconnectsto a new base
station,the logging datastructuremustbe properlyestab-
lished. The mobile host attachesinformation concerning
its old basestationandactive TCPconnectionsto the reg-
istrationpackets. Upon receiving informationaboutactive
TCP connections,the new basestationcan createappro-
priateTCPLOGdatastructuresandaddentriesto its hash
table. Becausethemobilehostcannot receive any incom-
ing packetsuntil theregistrationpacket is receivedandpro-
cessedby thebasestation,all packetsareguaranteedto be
loggedbeforethey aredeliveredto themobilehost. Upon
receiving acknowledgmentsfrom themobilehost,thenew
basestationcheckswith themobilehost's old basestation
to make surethat the correspondingmessageshave been
storedondisk. Whenamobilehostis disconnectedfrom its
old basestation,thebasestationremoveshashtableentries
for TCP connectionsassociatedwith the departingmobile
hosts.The �	���	����� buffersarewritten to disk andthecor-
responding��6����,���	6�7���� countersaresentto thenew base
stationof themobilehost.

4 Evaluation

The logging protocolwasimplementedin the Network
Simulatorenvironment[12], which is a softwarepackage
thatmodelspacket transmissionwithin a network. Figure1

illustratestheoverallarchitectureof theimplementation.A
sourcesidenode,a sink sidenodeanda separatedisk ob-
jectareusedto modeldisk loggingactivity atasinglenode.
A TCP connectionbetweenthesourcenodeandthedesti-
nationnodeis modeledby two separateTCP connections:
onebetweenthesourcenodeandthesourcesidenode,one
betweenthesink sidenodeandthesink node. In thenon-
logging case,the packets are sent from the TCP source
agenton thesourcenodeto theTCPsink agenton thesink
node.Whenloggingis simulated,packetsaresentfrom the
TCP agenton the sourcenodeto the loggingsourceagent
onthesourcesidenode.Theloggingsourceagentexamines
the packets,putstheminto appropriatequeuesmaintained
by thedisk object.Thepackets' sourceanddestinationad-
dressesandport numbersarealsochangedsothat they ap-
pearto be sentby the logging sink agenton the sink side
nodeto theTCPsinkagenton thesinknode.OncetheTCP
sink agentreceivesthepackets,it sendsacknowledgments
backto thesinksideagent.Theseacknowledgmentpackets
are forwardedto the TCP sourceagentafter being modi-
�ed sothatthey appearto beacknowledgmentssentby the
loggingsourceagent.Thedisk simulationmodelsthetime
for synchronouslywriting packetsto disk. The time value
consistsof threeparts: seekdelay, spin latency andwrite
time.

A typical Mobile IP basedwirelessLAN environment
wassimulated.A numberof TCPconnectionswereestab-
lishedbetweenasetof sourcenodesandasinglesinknode.
Eachsourcenodehadits dedicatedlink to an intermediate
node.Therewasonly asinglelink betweentheintermediate
nodeandthesinknodethatwassharedby all theTCPcon-
nections.The intermediatenoderepresentedthe basesta-
tion. The link betweenthe intermediatenodeandthesink
noderepresentedthe sharedwirelesschannel. EachTCP
endpointon the sink noderepresenteda different mobile
hostthatwascurrentlyconnectedto thebasestation.Each
TCP endpointon a sourcenoderepresenteda mobile host
thatwasconnectedto anotherbasestation.Thebandwidth
betweenthesourcenodesandtheintermediatenodeandbe-
tweentheintermediatenodeandthesinknodewas10Mbps.
The link delaysweresetto be 1ms. Theseparametersare
typical in a wirelessLAN setting.Thedisk seekdelaywas
8ms. Thedisk spin latency was4.2ms,which corresponds
to 7200rpm. The disk bandwidthwassetto be 33MB per
second.Theseparametersaresimilar to thoseof prevalent
disksin desktopcomputers.Throughputsfor the situation
wherethe intermediatenodedid not log packetsandwhen
theintermediatenodeperformedtheloggingprotocolwere
compared.Thenumberof sourcenodes,which is thenum-
ber of concurrentTCP connectionsweretaken to be 4, 16
and64. Thesourcenodesgeneratedtraf�c accordingto an
exponentialdistribution. Thetraf�c burst time was10 sec-
onds,theidle time 1 secondandthepeakrate2Mbps.The
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Figure 2. Throughput for 4, 16, 64 hosts.

TCPpacketlengthwassetto be512bytes.Onthesinkside,
a perTCPconnectioncounterwasusedto recordthenum-
ber of bytesreceived by eachTCP connection.Whenever
a packet is received, the numberwas incrementedby the
lengthof thepacket. Periodically, thevaluesof thesecoun-
terswere addedtogetherto computethe total bandwidth.
They werethenresetto zeroin orderto computetheband-
width for thenext period.

The throughputswith four, sixteenandsixty four con-
currentconnectionsareshown in Figure2. Thethroughput
degradationdueto logging wasapproximately15% of the
bandwidthof thenon-loggingcase.Thisissigni�cantly bet-
terthanthepessimisticloggingapproach,whichis lessthan
1Mbps. In thecaseof four TCP connections,the through-
put curve for logging closely follows that of non-logging.
In thecasesof sixteenandsixty four TCPconnections,the
throughputsof theloggingcaseincreaseslowerthanthatfor
non-logging.As thenumberof TCPconnectionsincreases,
the rateof throughputincreasebecomesless. This is due
to the TCP slow startas the addeddelaydue to the mes-
sageloggingprotocolincreasesthetime it takesfor TCPto
detectavailablenetwork bandwidth.

5 Conclusion

This paperdescribeda protocol for ef�ciently imple-
mentingmessagelogging in wirelessnetworks. The pro-
tocol is orphan-freein thepresenceof basestationfailures
andachievesmoderateoverheadascomparedto nologging.
Thebandwidthcostis approximately10 to 15%with only
asingledisk. Thebandwidthperformancecanbeimproved
by addingmoredisksto thebasestationsandmakinguseof
existingRAID technology.
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